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Question 1. (20 marks) Consider relation R(A,B,C,D) with the following functional dependencies: AB ( C, AB(D, C(A, D(B.
(a) (8 marks) Compute the Closure (闭包) of any set of attributes. Determine all the candidate keys (候选码) of relation R.

(b) (4 marks) List all the FD’s (函数依赖) that violate (违反) 3NF, if any. List all the FD’s that violate BCNF, if any.

(c) (8 marks) Is R in BCNF? If not, decompose R into a collection of BCNF relations. Show each step of the decomposition process.
Sol: (a) 
Keys: AB, BC, CD, AD

(b) N/A; C(A, D(B; 

(c) CD, AC, BD
Question 2. (20 marks) Suppose that we are using linear hashing index that take the following arriving search-key values K: 67(..011), 21(..101), 45(..101), 62(..110), 74(..010), 90(..010), 106(..010). The initial configuration is shown below and this setting is similar (not the same) to the lecture slides where buckets can hold 4 keys (N =4), next pointer is defined by NEXT, h0 = h(K)mod(4) and so on. However, we now employ the following new split condition: the bucket split is triggered only when the third key is being inserted into a bucket.  
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Assuming the search-key values arrive in the given order (i.e. 67 being the first coming key and 106 being the last one). Show the linear hash structure for each insertion of the above key values file. (You should show clearly the stages of all essential parameters such as Next, hash function and overflow.)

1) Insert 67                                                            

	h1
	h0
	
	
	
	

	000
	00
	32
	
	
	

	001
	01
	9
	25
	
	

	010
	10
	14
	18
	
	

	011
	11
	31
	35
	67*
	

	100
	00
	44
	
	
	


2) Insert 21
	h1
	h0
	
	
	
	

	000
	00
	32
	
	
	

	001
	01
	9
	25
	
	

	010
	10
	14
	18
	
	

	011
	11
	31
	35
	67
	

	100
	00
	44
	
	
	

	101
	01
	21*
	
	
	


3) Insert 45
	h1
	h0
	
	
	
	

	000
	00
	32
	
	
	

	001
	01
	9
	25
	
	

	010
	10
	14
	18
	
	

	011
	11
	31
	35
	67
	

	100
	00
	44
	
	
	

	101
	01
	21
	45*
	
	


4) Insert 62
	h1
	h0
	
	
	
	

	000
	00
	32
	
	
	

	001
	01
	9
	25
	
	

	010
	10
	18
	
	
	

	011
	11
	31
	35
	67
	

	100
	00
	44
	
	
	

	101
	01
	21
	45
	
	

	110
	10
	14
	62*
	
	


5) Insert 74
	h1
	h0
	
	
	
	

	000
	00
	32
	
	
	

	001
	01
	9
	25
	
	

	010
	10
	18
	74*
	
	

	011
	11
	31
	35
	67
	

	100
	00
	44
	
	
	

	101
	01
	21
	45
	
	

	110
	10
	14
	62
	
	


6) Insert 90
	h1
	h0
	
	
	
	

	000
	00
	32
	
	
	

	001
	01
	9
	25
	
	

	010
	10
	18
	74
	90*
	

	011
	11
	35
	67
	
	

	100
	00
	44
	
	
	

	101
	01
	21
	45
	
	

	110
	10
	14
	62
	
	

	111
	11
	31
	
	
	


7) Insert 106
	h1
	h0
	
	
	
	

	000
	00
	32
	
	
	

	001
	01
	9
	25
	
	

	010
	10
	18
	74
	90
	106*

	011
	11
	35
	67
	
	

	100
	00
	44
	
	
	

	101
	01
	21
	45
	
	

	110
	10
	14
	62
	
	

	111
	11
	31
	
	
	


Question 3. (25 marks) Consider the following two relations R and S. The number of records in R and S is also given.
· R(A, B, C, D): 20,000 records

· S(A, E): 36,000 records

Assuming the size of each memory page is 4K bytes and the memory buffer has 30 pages. For simplicity, we take 4K as 4000; we assume all attribute values and pointers, if needed to be considered, are 10 bytes. Consider the following SQL query:

Query: SELECT B, E FROM R, S WHERE R.A=S.A
Give estimation of the following questions. All the computations steps and their reasoning should be clearly explained.
(a) (10 marks) What is the size of R and S in terms of pages?
Each R record is (10x4)=40 bytes and each S record is (10x2)=20 bytes. There are 4000/40=100 R records per page and 4000/20=200 S records per page.
Therefore, R contains 20000/100=200 pages and S contains 36000/200=180 pages.

(b) (15 marks) Assume using sort-merge join to process the query as follows:

Step 1: Sort R on R.A and store the sorted relation in disk, assuming we discard irrelevant attributes as soon as possible.

Step 2: Sort S on S.A but compare with R (sorted already in Step 1) once a sorted page of S is generated in the final pass, assuming we discard irrelevant attributes as soon as possible.

Sept 3: Transfer sorted R page by page from disk to memory buffer to compare the sorted pages of S generated in Step 2.
Estimate the cost of each step and then compute the total cost of sort-merge join.
Step 1: We have (200/30( = 7 sorted runs. At each sorted run 30 R pages are read and 15 pages are written due to discarding attribute C and D. One more pass can merge all. Cost of sorting R = 200+100 (first pass) +100+100 (final pass)=500 pages.
Step 2: We have (180/30( = 6 sorted runs. At each sorted run 30 S pages are read and 30 pages are written (no attribute can be discarded). One more pass can merge all and the generated pages are used for direct comparison. Cost of sorting R = 180+180(first pass)+180(half of the final pass due to immediate merging with R pages) =540
Step3: Cost of transfer sorted R = 100 
Total cost = 500+540+100=1140 pages
Question 4 (15 marks) Comment on the following statements (Agree, disagree, reasons, examples, etc)

(i) (5 marks) Different insertion order into a B+ tree results in different tree structures.

True, different orders will cause different splits to occur.
(ii) (5 marks) B+ trees are more efficient than linear or extensible hashing for all types of queries.

False, hashing is more efficient for exact selection queries.
(iii)  (5 marks) Consider two relations R(A,B) having 5000 tuples and S(B,C) having 3000 tuples. The expected number of tuples in R     S is not more than 3000 tuples.

False. Expected no = 5000 * 3000/3000 = 5000.
Question 5. (20 marks) The following is the schema for the blog (SQL DDL).

create table entries (

id integer primary key,

title varchar(200),

timestamp integer,

body text,

authorid integer references authors

);

create table authors (

realname varchar(255),

username varchar(20),

authorid integer primary key

);

create table comments (

id integer primary key,

entry_id integer references entries,

parent_id integer references comments,

timestamp integer,

com_title varchar(150),

com_author varchar(80),

body text

);
Please answer the questions below with SQL, Relational Algebra, and Tuple Relational Calculus.

(a) (10 marks) Find blog entries posted by an author with realname ‘gfzheng’, and return the title, timestamp and body of the entry.
(b) (10 marks) For each entry in the blog, return the same fields as in part (a), for those entries with more than 2 comments.
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